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Foreword
Thank you for joining The Alan Turing Institute in 
its journey to make great leaps in data science and 
artificial intelligence in order to change the world 
for the better. By being part of the Data Study Group 
(DSG), you are, in a small but significant way, helping 
with this mission.
The DSG is focused around the participants that 
apply to us, to work on your problems. These are 
the future leaders in the field and we believe that 
the more opportunities they have to experiment 
with real-world data, the better they will become at 
solving the challenges of tomorrow.
Dr Sebastian Vollmer 
DSG Creator
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Introduction to Data Study Groups
Data Study Groups (DSGs) are intensive five-
day* collaborative hackathons hosted by The 
Alan Turing Institute. The events bring together 
organisations from industry, government and 
the third sector with talented multi-disciplinary 
researchers. Organisations act as DSG 
‘Challenge Owners’ (COs) who put forth real-
world problems to be tackled by small groups 
of gifted and carefully selected researchers. 

During the DSG, researchers brainstorm 
and prototype data science solutions and 
investigate future directions. They present 
their work at the end of the DSG and produce 
a report that will be returned to the CO and 
subsequently published on the Turing website. 

The DSG is quite a large undertaking, not 
just for the participants, but also for the 
organisations that want to get involved. From 
the beginning of the engagement with us to the 
event itself, we estimate it takes about three 
to six months of preparation. COs must be 
fully engaged when shaping their challenges 
and take primary responsibility for providing 
adequate data. 

Although the DSG is a big commitment, 
we offer constant support to COs at every 
stage of the DSG process. An academic will 
be recruited (the DSG PI) to help sculpt the 
challenge from the academic perspective and 

work with your team on all things scientific, 
data- or challenge-related. The DSG team 
will be your primary point of support for all 
administration and participation processes in 
the DSG. 

The DSG is first and foremost a training 
activity, not just for the participants, but also 
for the DSG PIs and the COs themselves. 
A close second is the research: creating a 
multi-disciplinary environment that promotes 
the cross-pollination of ideas from different 
data science and AI domains in a safe and 
serendipitous environment, which in turn we 
hope will lead to new research avenues that 
will benefit all involved.

It is important to note that participation in 
the DSG is not consulting. While we will work 
with you to design the challenge to meet your 
needs, we do so with the consideration of how 
this research will benefit others. The challenge 
posed is a framework for the participants 
who attend the DSG to explore your data 
in any way they see fit. It is this freedom, 
coupled with no expectation to return positive 
results, that attracts them to get involved, 
and engenders possible novel solutions or 
directions for further research. The participants 
are not paid for this work.†

*During the COVID-19 pandemic, DSGs moved online. 
This remote edition is extended to run over three weeks 
(more on this later).

† Participants do receive a small travel allowance, 
accommodation if not living close to the event, and 
sustenance for the week. In certain cases, additional 
financial support will be given to participants for 
reasonable adjustments to enable them to participate in 
the event.

Benefits of participating in the DSG
 – Your particular problem will be examined/

considered by a team of multi-disciplinary 
data scientists whose motivation is the 
pursuit of knowledge.

 – You will receive a peer-reviewed report on 
the methods and results of the investigation.

 – You will receive the output code generated 
during the DSG.

 – You will gain a better understanding of the 
data you have and what it can tell you (or 
not).

 – You will receive suggested routes towards 
follow-on collaborative research.

 – This will be a learning opportunity for one 
or two of your own data scientists to learn 
cutting-edge techniques from the group 
during the main event.

 – We will provide a guided experience of how 
to approach working with academia and 
translating business problems into research 
questions.

 – Networking opportunities with a broad 
range of data scientists interested in your 
specific problem.

 – You will be part of, and contribute to, the 
corpus of knowledge in your field of data 
science for the benefit of society.

 – You will contribute to the development of the 
data science leaders of tomorrow.

 – It offers a potential route to partnering with 
researchers, universities and/or the Turing 
for further research.

What you will not receive
 – It is unlikely that you will have an answer to 

the overall question in the time allowed, but 
you will have some direction.

 – There is no guarantee of any positive results, 
but negative results are valuable too.

 – Polished code.

 – Foreground intellectual property (IP) of the 
methodologies developed during the event 
– but you will receive a licence to use the 
outputs for your own requirements.
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Cost
The DSG is not free. The charge will vary 
depending on what type of organisation you 
are and range between £20,000 and £45,000 
(exc. VAT) per challenge for the standard 
experience. 

The funding details should be discussed with 
your Turing Partnerships Development Lead. 
Regardless of cost, the Turing does subsidise a 
proportion of the cost of running the DSG. 

Charities and NGOs should reach out to the 
DSG team to discuss possible ways forward.

Academics who wish to use a DSG as part of 
their research programme should discuss with 
the Turing’s programme management team 
and leadership in the relevant domain. 

From the signing of the DSG terms and 
conditions to receiving the final report, the 
process is expected to take around nine 
months. It can be shorter if the challenge 
and data are in good order, and longer if 
further data preparations and/or collection 
are required (see the 'challenge assessment 
matrix' on page 31).

The amount of your involvement in the 
preparation stages will also heavily influence 
the timeline. 

Sponsorship
Sponsorships are welcome to help offset 
the cost of either a single DSG challenge or 
an entire event. Please contact your Turing 
Partnerships Development Lead to discuss 
various options for sponsoring a DSG.

How long is the DSG process?

Challenge cycle process 

Report 
finalisation

Report 
deadline

Reports 
published

Data Study 
Group week

Challenge 
scoping and 

data validation

GO NO GO

Participant 
recruitment

Challenge title, 
short and long 

description

Suitable data

https://www.turing.ac.uk/research/research-programmes
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 – Challenge scoping and data validation: 
3-6 months (up to the DSG week itself), 
approximately 1-4 hours per week, 
dependent on the complexity of the 
challenge and data. This includes sensitivity 
and ethics checks.

 – GO NO GO: if the challenge is not ready 
then we reserve the right to delay the 
challenge and move it to the next available 
event. GO NO GO will take place a few 
weeks before participant recruitment.

 – Participant recruitment: 3-4 weeks, opens 
2 months before the commencement of the 
main event.

 – DSG week:

 – In-person – 5 days, usually 9-12 hour 
days, except the last day.

• The CO should at a minimum should 
join the first day for presentations and 
to meet the group, and also be present 
for the final presentations. 

• On Tuesday, Wednesday and 
Thursday, at a minimum the CO 
should have someone who can 
answer questions about their data and 
the domain context several hours per 
day.

• Ideally a CO representative who 
has some coding experience and 
the background knowledge of the 
business problem and dataset should 
join the full event, and even participate 
with the group as an equal member. 

 – Online – 3 weeks (1 week part-time, 2 
weeks full-time business hours).

• CO should be available for two Q&A 
sessions (approximately 30 minutes 
in duration) during the first week – 
lunchtime and early evening. CO is 
more than welcome to join some of 
the other participant activities during 
week 1.

• CO at minimum should join the first 
day of week 2 to meet the group and 
for the final presentations. 

• Between Monday week 2 and Friday 
week 3, at minimum CO should have 
someone who can answer questions 
about their data and the domain 
context several hours per day.

• Ideally a CO representative who 
has some coding experience and 
the background knowledge of the 
business problem and dataset 
should join fully weeks 2 and 3, and 
participate with the group as an equal 
member.

 – Report finalisation: 2 months for the DSG 
PI to complete, 1 month for peer reviews.

Before the report is published, COs will have 
the opportunity to review the final report to 
ensure nothing confidential has remained in 
the document.

Due to COVID-19 restrictions, we have 
developed and hosted a number of DSGs 
online. These have been a great success with 
the quality of the report and outputs remaining 
unchanged.

Remote events also mean that anyone in the 
world is able to apply and attend.

For remote events, 'the challenge preparation 
process and outputs remain the same, but the 
event format is modified as below to mitigate 
for remote collaboration. 

The event is extended to run over three weeks 
and split into two stages:

Week 1 ‘The Precursor Stage’: the first week 
of the event is spent preparing participants 
for remote collaboration, including webinars, 
social activities and Q&A sessions with 
the COs. Part-time participant engagement 
required.

Week 2 – 3 ‘The Event Stage’: these weeks 
are spent working on the challenge, with the 
presentations happening on the final Thursday. 
Full-time participant engagement required.

COs are invited to pre-record their sales pitch 
presentation, which will be distributed to the 
confirmed participants before the beginning 
of the precursor stage. During the precursor 
stage, each CO will participate in two half-hour 
Q&A sessions so that participants can quiz 
them on the details of their project before the 
participants select which challenge they wish 
to work on. This is a valuable exercise and 
ensures that those with the right skills and 
interest select your challenge. 

Project consideration 

Due to the remote nature of the online event, 
we are unable to support challenges with 
high data sensitivities (see section on data 
sensitivity, classification tiers and flow chart in  
annex 4). 

Online

Under usual circumstances, the DSG is a week-
long event and is divided into three sections:

1. The Monday morning ‘sales pitches’.

2. The work.

3. The Friday group presentations.

On Monday morning, participants will hear 
from all COs – up to six per event – about their 
challenges and why they should get involved 
in their project. Following lunch, participants 
choose their groups and the work begins. 
Usually on Monday evening, we will take all 
participants (and COs if they want to join) to an 
offsite social event. 

Tuesday to Thursday, the participants work 
hard in running experiments on your data, 
brainstorming avenues of research and writing 
up what they have done and how well it worked 
for the report and final presentation.

Friday, the individual groups present back to 
the whole DSG, including all the COs. Here you 
will get a brief overview of what happened and 
what was (or wasn’t) discovered.

Post-event, your DSG PI will take some 
time to prepare and finalise the report. The 
report will then enter our review process and 
subsequently be published on the Turing 
website sometime after the event. You will 
be given the opportunity to review the report 
prior to publication to ensure no confidential 
information is disclosed. You can find out 
more on reports and results on page 20. 
Publishing the report is important as we want 
the participants to be able to reference their 
involvement in the event. As the national 
institute for data science and AI, it is also one 
of the Institute’s requirements to share the 
research generated. 

DSG event schedule

In-person
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Submitting a challenge for a DSG
To feature your challenge in a DSG, all potential 
COs are required to complete an initial 
challenge proposal form for assessment. If 
your organisation is already engaged with the 
Turing please first speak to your partnership 
development representative and/or the 
academic contact point about getting involved 
in a DSG.

Once submitted, the form will be assessed by 
our DSG Science team. If the challenge looks to 
be feasible for a DSG, we will invite you to some 

follow-up discussions. In some cases we may 
email back for further information to help our 
assessment.

Not all challenges are suitable for a DSG, and 
there may be other, more appropriate ways to 
engage with the Turing. 

The challenge proposal form will be iterated 
upon during the preparation stages so it 
doesn’t need to be perfect.

First meeting – DSG team and partnerships development
An opportunity to discuss logistics, contracts, 
funding agreements and to go over the 
challenge cycle. CO representatives should join 
who can speak with authority about the release 

of any of the necessary data that is to be used 
for the challenge, and someone who can 
discuss the funding and other resources.

Acceptance into the challenge pipeline

With confirmation from both sides on the 
acceptance of the high-level scope discussed 
in the scientific deep dive, an official offer 
will be made including a request for signed 
contracts and fees to be paid. 

Once agreements have been signed, the DSG 
team will begin recruitment for a PI for the 
challenge, and the real work begins.  

The CO will then  work closely with the PI over 
the subsequent months to define and shape 

the challenge in detail. During this period, the 
CO is also required to provide the dataset to 
be used during the DSG. The PI can advise on 
the quality and readiness of the data provided; 
however, it is down to the CO to process and 
prepare. Due to the nature of the event, data 
needs to be as clean as possible, suitable to the 
challenge, and anonymised where there are 
sensitivities. More details on this can be found 
on page 42. 

Contracts

We have a collaboration agreement and data 
sharing agreement which we kindly ask that 
you accept. This is in line with The Alan Turing 
Institute’s policy for collaboration with third 
parties. The collaboration agreement stipulates 
the funding terms, details of the DSG, timeline 
for actions and fixed deliverable for each side. 
Our data sharing agreement sets out both the 
Institute’s and the data provider's obligations 
regarding data protection and confidentiality. 

While minor amendments may be feasible, we 
ask that this is avoided if possible due to the 
additional burden this places on our legal team. 

Points to note

Foreground IP developed during the DSG will 
be owned by the Turing. This is to ensure we 
are able to publish the reports, and can use the 
results for future research. The CO will receive 
a non-exclusive licence to use the outputs 
from the DSG for their own purposes. If the 
CO develops further iterations of the solutions 
based on the results of the DSG then this is 
owned by the CO. All background IP, be it from 
the CO and/or the participants, remain with the 
original inventor. This includes your data.

Second meeting – Scientific deep dive on the challenge
This will be with a member of the DSG Science 
team, or relevant Turing researcher. CO 
representatives should join who are able to talk 
technically in depth about the challenge and 
the proposed datasets. 

Focus will be on the proposal's feasibility, and 
appetite from the CO to:

1. Turn the initial challenge description into a 
well-defined scientific question (very high 
level).

2. Align with the Institute’s aims and themes.

3. Have a benefit beyond just the CO’s 
requirements – e.g. extended social impact 
or new directions for the wider research 
community.

4. Framing as a three-day exploration and 
coding activity.

5. Optimise the outcome of the DSG itself 
(e.g. report, impact) as well as explore the 
potential for a follow-up project.

In order to increase the likelihood of having 
a challenge accepted, please refer to our 
challenge selection criteria in annex 1 for 
further breakdown of how challenges are 
assessed.
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The challenge

A good challenge uses the strengths of the 
DSG scheme, providing participants and 
the CO with an enjoyable and informative 
experience, as well as creating ample 
opportunities for impactful follow-up.

To ensure this, the DSG PI and CO must 
work together to shape the challenge into 
something that is suited to the five-day (or 8-9 
days for online) setting of the DSG. Concretely, 
challenges should:

 – Be realistic to explore within one day of 
brainstorming and three/seven days of data 
science work.

 – Be realistic to address with the data 
provided.

 – Not have undue risks from data sharing, 
e.g. ethics, technical restrictions, privacy 
constraints, or data quality.

 – Be well-specified enough to give 
participants a good start with low-hanging 
fruit, leading into more exploratory or less 
well-defined questions that may be more 
difficult.

 – Focus on analytics and AI, rather than on 
rote tasks such as data munging, data 
curation, or data scraping.

 – Be appealing to participants, with real-world 
impact, the potential to turn into a long-term 
project, or the right level of intellectual data-
scientific challenge.

 – Be likely to lead into impactful medium-term 
or long-term projects with Turing partners 
and participants, that can be kick-started by 
a DSG proof-of-concept or exploration. 

Clarification of roles – DSG PI vs. the CO

The CO brings the business problem and the 
domain knowledge. The DSG PI, a data science 
researcher,  will convert this into an academic 
challenge for the DSG. Expect to compromise. 
The CO will have final say on the domain focus 
and direction of the overall challenge. The DSG 
PI will have final say on the structure of the 
challenge and the framing. 

The optimal trajectory of a challenge is as 
follows:

 – Participants with the right skills read the 
long description of the challenge and watch 
the challenge presentations, then self-
assign to the challenge they are interested 
in and feel they can contribute towards.

 – During the week, the challenge team of CO 
representatives, DSG PI, and participants 
produces proof-of-concept solution for 
the low-hanging fruit challenges and 
brainstorms a series of approaches for the 
wider context.

 – A report (and occasionally code) is 
produced which will be shared with the CO, 
as well as published on the Turing website.

In the context of a wider research engagement:

 – In the short-term, a follow-on project group 
forms around the suggested directions 
from the DSG. Longer-term and larger-scale 
project planning is informed by this seed 
research.

 – Results of the follow-on project get 
published in major scientific venues, and/
or lead to disruptive innovations which in 
turn inform further collaborative research 
projects, embedded in a long-term 
partnership network.

 – All challenges should have an element of 
social good, in that they benefit not just the 
CO but also wider society.

Refer to the challenge selection criteria in 
annex 1 for more details. 

Challenges that have one or more of the 
following features will have a higher chance of 
being accepted into a DSG challenge:

 – An obvious social good aspect.

 – Use non-sensitive data (see annex 4).

 – Close alignment with the Turing’s themes 
and research.

 – Multiple avenues for approaching the 
problem.

What makes a good challenge?

Challenge Owner deliverables 
The list below gives an overview of CO actions 
and requirements throughout the DSG process.  

Pre-event

 – Agree to the terms and conditions of 
participating in the DSG.

 – Work with the chosen DSG PI to produce 
the challenge title, a short description and 
long description.

 – Assess the ‘sensitivity tier’ of the data.

 – Prepare and transfer suitable data to the 
Turing environment.

 – Prepare the sales pitch presentation.

 – Choose a technical representative to join 
and get involved in the week. 
 
 

During the event

 – Attend and deliver the sales pitch 
presentation.

 – Answer any questions relating to the 
challenge.

 – Attend the end of event  presentation.

 – Ideally try and have a technical member 
of your team on site to answer any data 
scientific questions that participants may 
have, but to also get involved in the group 
and learn from their teammates. 

Post-event

 – Engage in the declassification of outputs 
where necessary.

 – Review the final report for any commercially 
sensitive items.

 – Engage with the Turing for further research 
(optional).

https://www.turing.ac.uk/research/challenges
https://www.turing.ac.uk/research/challenges
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Challenge descriptions and presentation
For communication, in collaboration with the 
DSG PI, prepare a title for the challenge, plus 
two ready-to-use descriptive pieces of text:

 – A one-paragraph short description of your 
challenge. This will be publicised when we 
open for applications.

 – An approximately two-page long description 
of the challenge, to be used in the delegate 
pack for participants, and for the Turing’s 
internal ethics approval process. 

In addition, the CO will be asked to give a 
15-minute presentation (including five minutes 

to answer questions) of their challenge to the 
participants on the first day of the event. 

The original challenge proposal form that was 
submitted at the very beginning of the DSG 
engagement can be used as the basis for these 
documents. 

The subsequent sections provide high-level 
guidance for drafting the two challenge 
descriptions and the Monday challenge 
presentation slides.

The purpose of the short description is to 
attract participants to the DSG event, through 
various communication channels including 
mailing lists, Twitter, etc.

As such, it should be short, but also informative 
and address:

 – What is the technical goal and scientific 
purpose?

 – What is the data, and who is providing it?

 – What are potential positive outcomes, 
e.g. research impact or business/societal 
benefit?

 – What concretely is unique, special, once-in-
a-lifetime about the challenge?

It is important to note that the target audience 
is not the general public, but specialist 
data scientists who may be interested in 

participating. Therefore, use of common 
technical data scientific terms (e.g. ‘supervised 
prediction’, ‘randomised trial’) is fine, and 
recommended where it helps improve clarity.

The short description should concretely 
highlight the challenge questions and 
associated opportunities – rather than, for 
example, merely stating the general area, or 
stating how nice and unique it is without saying 
why.

The short description should also include 
a list of useful skills to help participants 
tailor applications. This should be written in 
collaboration with the DSG PI.

Example short descriptions can be found in 
annex 2.

The short challenge description

The long challenge description

The long description will be provided to 
participants ahead of the DSG. Besides the 
Monday presentations, it is the main source 
that informs participants towards their decision 
to self-assign to one of the challenge groups 
within the week.

The second purpose is to provide full challenge 
documentation for the mandatory review by the 
Turing’s Ethics Advisory Group, to be included 
in the project’s ethics review submission 
carried out by the DSG PI. 

The two-page summary can have any 
structure. The following content template may 
be taken as a guide: 

Overview section

 – Short description of the challenge – a few 
sentences in length.

 – Real-world context and overview/
explanation to an academic audience – one 
or two paragraphs.

 – Who is the CO? Possibly include a very 
short bio of the DSG PI and company 
representatives – a few sentences in length. 

Detail section

 – Description of the data – a few sentences in 
length.

 – Detailed description of the challenge, 
optimally with a very concrete low-hanging 
fruit sub-challenge to get people interested, 
plus stretch challenges  – a paragraph and/
or a couple of bullet points.

 – High-level overview of potentially useful 

methods and/or approaches tried internally. 
Keywords to attract the 'right' skills.

 – Paragraph on potential follow-up activities, 
concluding with something inviting.

This should be written in collaboration with the 
DSG PI. 

Please see annex 3 for example long 
descriptions. 

Top tips for challenge descriptions

 – Start with the long description and once 
agreed, condense into the short description. 
The initial ethics approval will need to take 
place before the challenge is advertised for 
participant recruitment. Extra refinement to 
the long description can take place after the 
submission of the short description.

 – Vague references or marketing language 
should be avoided entirely in both short and 
long descriptions. 

 – Avoid language that is too prescriptive 
about the approach ('participants will apply 
[specific method X] in order to').

 – Remember: the challenge is a framework for 
participants to explore the data. 

 – Emphasise the wider context – what is the 
societal impact? How will the exploration of 
this data and challenge benefit more than 
just your organisation?
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The DSG event starts with the CO's sales 
pitch presentations of the challenges. This 
is to inform participants further about your 
challenge and to encourage them to choose 
your challenge for the week. After the 
presentations, the participants will self-assign 
to the challenge they would like to work on for 
the duration of the DSG. Expect them to ask 
lots of questions!

For remote editions, the presentation is pre-
recorded and shared with participants ahead 
of the event. There will be two Q&A sessions 
during the precursor stage to allow them to 
ask you for further information. The following 
guidance and content remains the same as the 
in-person presentation. 

You will have 15 minutes to present and answer 
questions on your challenge (we advise 10 
minutes for the presentation and five minutes 
for Q&A). There will be further opportunities 
for participants to ask you questions over the 
lunch break.

Participants will usually have read the detailed 
long challenge descriptions, sent out the 
week before. It is nevertheless a good idea 
to make the presentation self-contained 
and explanatory for participants who are yet 
undecided.

The presentation should be aimed at a 
technical audience that has a relatively broad 
data scientific expertise but not necessarily in 
the domain. Therefore, make sure to explain 
basic domain terminology, but assume that the 
audience will be able to follow longer chains 
of reasoning that are necessary to provide the 
technical explanation of the domain questions.  
The audience will expect and appreciate this 
approach.  It will be beneficial to emphasise 
why your challenge is exciting, has a benefit 
beyond just this immediate research and why 
the participants should care about it. Creating 
an exciting narrative will make the challenge 
more compelling.

In particular, please avoid giving the type of 
presentation that is exclusively targeting the 
general public, or an audience which is non-
technical. 

Please be aware that some participants are 
attracted to being able to work on datasets 
that they wouldn’t normally have access to 
and that will be locked-down - others are 
very committed to open science and may 
not be interested in closed challenges. Being 
transparent about these elements means 
you get the right participants for your specific 
challenge.

Again, also highlight how this challenge can 
benefit others outside of your organisation. 
What are the societal implications of making 
progress on your challenge? Showing the wider 
context of why your challenge is important will 
also draw participants to select your group.

Below is a suggested template structure for the 
presentation, which of course may be deviated 
from:

 – Introduce your organisation and the team. 
Introduce yourself and delegates for the 
week.

 – A high-level overview of the domain 
application problem, and the wider context 
of the problem. Note that most participants 
will not be experts in the domain, but they 
will be experts in varied aspects of data 
science.

 – A detailed, technical overview of the 
challenge:

 – The data – what is the data, how was it 
obtained, high-level summary of data 
schema and tables, what are samples, 
how many, what are the variables?

 – Any data sensitivities, restrictions, 
conditions arising from the ethics review.

 – The challenge questions – what are the 
main questions? How does this tie into 
the general context? How does this 
translate into data scientific questions?

 – Avoid being prescriptive of approaches 
but be concrete in terms of goals.

 – Low-hanging fruit and stretch goals, 
leading into potential follow-on.

 – Things you have tried before to address the 
challenge – (things that worked or did not).

 – What the future holds if this challenge (or 
the greater problem it sits within) is solved, 
potential follow-on opportunities – concrete 
is better here, as future projects are a strong 
motivator.

Do not sales pitch your organisation and hope 
participants will work on your project just 
because of who you are or what you do.

The presentation is written by the CO with 
advice from the DSG PI. The CO will deliver the 
presentation.

We have found from experience that specifying 
what skills you might need for your challenge 
at the presentation might discourage 
participants from other technical backgrounds 
from selecting your challenge. It is the multi-
disciplinary aspect of the DSG which can 
present you with some very novel approaches 
or solutions (at the cost of the occasional 
speculative approach).

The participants are usually competent enough 
to self-assign in a way that their skills match the 
challenge questions well, so we recommend 
focusing on conveying the challenge questions 
as clearly and precisely as possible, while 
avoiding suggestions of specific approaches.

We recommend around 10 PowerPoint slides in 
16:9 format.

The Monday sales pitch challenge presentations (or 
presentation recording for remote editions) 
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Ethics and project sensitivities
All research undertaken by the Institute is 
required to undergo an ethics review. The DSG 
PI will collate the required information and 
submit it, but will need information from the 
CO.  Ethical considerations when shaping the 
challenge are:

 – Is the data sensitive, e.g. personally sensitive 
and/or subject to GDPR?

 – If there is personal data, what is the process 
by which informed consent has been given?

 – What are the risks of the project posing 
potential harm to individuals or society?

 – What measures of mitigation have been 
undertaken with respect to these risks?

While the DSG PI submits the (Turing internal) 
approval request form, much of the information 
will require input that only the CO can give. 
Incorrect or inaccurate information about the 
challenge and data can delay the project and 

in extreme cases risk the viability of the whole 
engagement. It is the CO’s responsibility to 
have the correct authorisation to use the data 
and to know the intricacies of the data they 
are providing. Try to be as specific as possible, 
as generalising can lead to requests for more 
information.

The CO should also prepare to assess the 
'sensitivity tier' and security arrangements for 
the hosting of their data and challenge. The 
DSG PI will also independently complete the 
same project sensitivity assessment so that 
the organisers have complete confidence 
that we are hosting the challenge in the most 
appropriate environment. 

For further information on the specific 
sensitivity tiers, what they mean, as well as the 
flow diagram that derives the sensitivity tiers, 
please see annex 4.

Where possible, a challenge should be 
designed in such a way that minimises the 
need to reference confidential material in the 
outputs – be that the core datasets or specific 
patented or confidential processes or IP. If this 
can be mitigated for from the very beginning, 
it will make final publication of the outputs 
less burdensome to assess, and will result in a 
cleaner report with reusable findings without 
the need for redactions.

Where some confidential information is 
integral to the final outputs, planning from the 
beginning how to represent such information 
will help preserve the integrity of the report 
narrative and reusability. Where redactions 

and obfuscations have had to happen at 
the end of the entire process, this has led to 
patchy reports that are difficult to read due to 
entire sections needing to be removed, which 
also renders them unusable by the wider 
community. 

Considerations when designing the challenge 
can include how to anonymise or generalise 
expected results that preserve the narrative of 
the findings. Alternatively, the explanation can 
focus on the methodological approaches and 
how the results will support those methods. 
Click here for a more detailed overview of 
the aims of open research.

Open research

Each DSG challenge will have its own Secure 
Research Environment (SRE), used for the 
storage and analysis of data. Each environment 
is separated by an Azure subscription and is 
its own entity, completely isolated from that of 
other challenges. 

The type of SRE provided will depend on the 
sensitivity tier assigned to it, which is done 
as part of the scoping of the project. The SRE 
can include the following security measures, 
depending on data classification: 

 – No public internet.

 – Two-factor authentication.

 – Cut and paste restrictions.

 – Access to the environment only available 
from specific sites.

Definitions of the classification tiers and the 
flow diagram for assessing the sensitivity can 
be found in annex 4. The classification is done 
through a web app. 

As a CO you must assign your project a 
classification tier first, then the DSG PI will 
assign a tier separately. In cases where there is 
a high sensitivity rating, it will also be given to a 
referee for a final assessment. This means that 
we will share the same data that is given to the 
DSG PI with the referee to assess. Referees are 
usually a Turing-employed data scientist.

The CO, DSG PI and referee must arrive at 
the same conclusion before a tier can be 
successfully assigned. 

DSG challenge data classification process: 

1. The CO assigns their project a classification 
tier.

2. The data is moved into a SRE at the Turing.

3. The DSG PI then reviews and assigns a tier.

4. If the classification tier is 2 or above, a 
referee separately reviews and assigns a 
tier.

5. If all parties agree on the classification 
tier, it can be officially assigned. If not, a 
discussion is had to reach a consensus.

6. Ahead of the DSG event, the SRE is set 
up for each challenge and the necessary 
accommodations made surrounding 
permissions and restrictions, depending on 
the tier. 

After the DSG, prior to publishing any reports 
or code from a tier 1 or above project, a final 
declassification review is conducted to ensure 
no sensitive information is published. Here the 
process is reversed, where the CO, DSG PI (and 
referee) review the report (and other outputs), 
identify items that are deemed sensitive and 
then discuss how to safely represent said 
items for publication – delete, anonymise, 
generalise or obfuscate. The CO will also have 
the opportunity to review the final report and 
other outputs prior to publication, for minor 
redactions relating to confidentiality. Unless 
explicitly stated, data is never published.

Data security 

https://the-turing-way.netlify.app/reproducible-research/open.html
https://the-turing-way.netlify.app/reproducible-research/open.html
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Due to the nature of the online event, we are 
unable to host high (tier 3) sensitivity data. This 
means that challenges conducted remotely 

should not be using personal data, as personal 
data usually requires higher sensitivity tiers.

DSG online

Given the types of data that often feature in 
a DSG, there should be a range of security 
features, dependent on the sensitivity of the 
data and project goals. For the most part, the 
DSG uses the Turing's data safe haven for this 
purpose.

Visit the data safe haven project page.

One-page overview: Poster with overview 
of our data classification approach, security 
measures, data management and technical 
architecture. This is the best one-page high-
level overview of our systems and process.

Overview presentation: Slides from our 
standard presentation about the data safe 
haven, giving a more in-depth overview.

Overview video: An extended version of our 
overview presentation that also demonstrates 
our data classification web application and how 
to use the environment as a researcher.

Design choices: Our preprint 'Design choices 
for productive, secure, data-intensive research 
at scale in the cloud', outlining our policies, 
processes and design decisions for the data 
safe haven.

Turing's SRE – data safe haven

Where a CO proposes and brings data that is 
owned or licensed from a third party provider, 
it is the responsibility of the CO to seek the 
necessary permissions and provide the Turing 
the necessary paperwork to evidence those 
permissions. In some cases where the data is 
sensitive, the third-party provider may have to 

be involved in the sensitivity classification of 
the project.

The Turing will not enter into any legal 
agreements with third parties for the 
procurement and access of data on behalf of 
the CO for a DSG. 

Third-party data

There are two methods of transferring 
your data securely to the SRE (in order of 
preference): 

 – Microsoft Azure Storage Explorer 

 – Physically

Microsoft Azure: The SRE is built upon the 
Microsoft Azure platform. The safest and most 
convenient way of transferring data from your 
organisation safely is to use the Azure Storage 
Explorer. You do not require log in credentials 
to access the Azure Storage Explorer. 

Before selecting this method, you will need to 
confirm that you are able to receive a secure 
email via Egress, by setting up a free Egress 
account. 

You will need to send us the public IP address 
(or range of IP addresses) of the machine that 
will upload the data. We will ensure that only 
computers from these IP address(es) will be 
able to connect to our servers. 

When we receive the IP address, we will send 
the person responsible for the data transfer a 
link via secure email.

Physically: Alternatively, you can bring your 
data to us on a physical device. 

Please let us know when you will come to the 
Turing to deliver the data.

In cases where the data is deemed not 
sensitive by the CO, the data can be transferred 
through alternative means at the risk of the CO. 

Loading data into the environment

The role of the DSG PI 
A DSG PI will be recruited for each challenge, 
usually a postdoc or suitable early career 
researcher. The DSG PI will be an experienced 
data scientist with special expertise relating 
to your challenge in the domain of data 
science, but not necessarily the domain of your 
problem. 

The DSG experience for the DSG PI is also 
of training – learning how to take real-world 
problems and put them into an academic 
context. Learning how to oversee an academic 
project that will be worked on by other 
researchers. Learning how to communicate 
with non-academic partners.

The DSG PI will work with the CO on matters 
that relate to the science and research 
questions that will be investigated during the 
DSG. They will help refine the proposal into an 
academic challenge suitable for a DSG. They 
will also be integral in overseeing the suitability 
and shape of the data you will provide (e.g. 
data sensitivity tiers and how that will affect 
the participant experience during the DSG). 
However, they are not responsible for cleaning, 
precuring or preparing the data. This is the 
CO’s responsibility. The role of the DSG PI will 
last on average six months per DSG challenge. 

 
 

They provide instrumental support during all 
stages of the DSG, including:

 – Collaborating with the CO to draw up initial 
challenge documents such as challenge title 
and the short and long descriptions.

 – Helping to evaluate the appropriateness of 
data provided to ensure it is challenge-ready 
before the public challenge announcement.

 – Submitting an Ethics Advisory assessment 
before the DSG to ensure any potential 
ethical issues have been mitigated.

 – Providing report feedback during the DSG 
week.

 – Providing guidance and feedback in 
finalising the report.

 – Leading any follow-on research projects. 

Clarification of roles – DSG PI vs. the CO

The CO brings the business problem and the 
domain knowledge. The DSG PI, a data science 
researcher,  will convert this into an academic 
challenge for the DSG. Expect to compromise. 
The CO will have final say on the domain focus 
and direction of the overall challenge. The DSG 
PI will have final say on the structure of the 
challenge and the framing. 

https://www.turing.ac.uk/research/research-projects/data-safe-havens-cloud
https://figshare.com/articles/Data_Safe_Havens_in_the_Cloud/11815224
https://figshare.com/articles/Safe_Havens_in_the_Cloud_Talk_from_UKRI_Cloud_Workshop_03_March_2020/11923644
https://www.youtube.com/watch?v=uAGhnAnxtvo&feature=youtu.be
https://arxiv.org/abs/1908.08737
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The primary goal of this first meeting is for 
both yourself and the DSG PI to sketch out an 
overview of what the challenge will look like for 
the DSG.

Your original challenge proposal, along with 
notes from the challenge assessment, will 
be shared with the DSG PI prior to this first 
meeting. However, it would be good to reiterate 
to the DSG PI what your organisation hopes 
to achieve from participating in the DSG. The 
DSG PI will also have some ideas about how to 
frame your proposal as a challenge that is both 
an exciting research question and also suitable 
for the timescales of a DSG. It is this balance 
that should be explored and developed during 
the meeting.

Bring a detailed data dictionary to the meeting 
or send one to the DSG PI beforehand. This is 
a description of the dataset(s) to be used: the 
types of information it contains, the dataset’s 
format, structure and size,  field headers, what 
each field means, and how each field relates 
to other fields. If permissible, you are strongly 
encouraged to show the DSG PI a reasonably 
representative subset of the dataset, so the PI 
can better understand early on concretely how 
this data can be used to tackle the challenge.

You should also include a high-level data 
dictionary in your initial challenge proposal – if 
you don’t we will usually ask for one!

Ideally the CO should appoint a single point of 
contact for the DSG PI who is able to commit 
a few hours a week and should have a fairly 
technical understanding of the core problem 
and datasets of the challenge. If the lead from 
your organisation is not a data scientist, it is 
advisable to bring someone from your team 
who is able to discuss at length the technical 
requirements, ideally someone who has 
already worked with the data themselves. 

Subsequent meetings will be to iterate on and 
further refine the challenge description and 
prepare the dataset(s) for the DSG event, as 
well as prepare the required documentation 
listed in the deliverables section above.

The DSG team will organise your first meeting 
together, but subsequent meetings should be 
self-organised by the CO and the DSG PI. The 
DSG team will check in with you both over the 
preparation phase of the DSG.

Your first meeting with the DSG PI The final report 
Reports are a key outcome of the DSG as they 
provide a tangible output for both organisations 
and participants. They are published by the 
Turing, and they form the basis for any follow-
up research work. 

During the DSG week, participants will produce 
a report explaining their work and main 
findings. Throughout the week, the DSG PI 
will review the in-progress report and provide 
feedback to improve it. 

Following the DSG event week, there will be 
a period of report revisions and finalisation. 
The DSG PI’s task will be to collate any missing 
information, complete exposition, finalise the 
formatting and typesetting, and redact faulty 
or irreparably incomplete content – all without 
conducting any further analysis which would 
be out of scope. 

After these iterations, a final editing and review 
cycle is carried out by the DSG team and the 
Turing communications team. 

If the challenge was tier 1 or above, a final 
declassification review is also conducted to 
ensure no sensitive information is published. 

Read some of the reports from previous 
DSGs.

COs will not usually be given access to the 
report during the event week (unless they are 
active participants in the data exploration). 
Depending on the classification tier, we can 
usually give read-only access after the event. 
However, COs should refrain from directing the 
report finalisation. 

It is okay to say:

 – Can you explain this result in more detail? 

 – This information is confidential/reveals our 
IP – could you generalise this explanation?

It is not okay to say:

 – Can this result be interpreted to say this?

 – This looks interesting – could you remove it 
so our competitors won't know about it?

 – Can you focus more on this particular 
aspect of the challenge?

https://www.turing.ac.uk/collaborate-turing/data-study-groups#reports
https://www.turing.ac.uk/collaborate-turing/data-study-groups#reports
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Attending the DSG
After groups are formed, the real work begins. 
It is advisable that the representatives of your 
organisation stay to meet the team, give them 
more background on the challenge and data, 
and answer further questions. However, this is 
not compulsory. 

At the end of the event, the groups will present 
what they explored. So we highly recommend 
the COs attend! You can bring up to four 
additional guests with you to attend these 
presentations. You will see all the presentations 
from all the different groups in this session. If 
you wish to share your particular presentation 
more widely, we will be recording it, and we 
have the facility to privately livestream. 

For CO participants who will be attending 
the event full time and require access to 
the research environments, we ask them 
to individually sign the participant terms 
and conditions and data safe haven user 
agreement. 

Key CO considerations when attending DSGs:

 – The dynamic between participants and COs 
is a hard one to balance. The key thing to 
remember is that participants' vision and 
approach shouldn’t be limited by how you, 
as CO, would like to see the project go. 
Allowing freedom of uninhibited exploration 
is the underlying principal of DSGs and 
leads to the best results. 

 – The work undertaken at DSGs is exploratory 
and is not consultancy. Participants should 
feel free to explore the challenge as they 
wish.

 – A lot of preparation is done prior to the week 
to ensure that teams form quickly and start 
working through their ideas as soon as 
possible. 

 – DSG PIs and facilitators are told to treat CO 
representatives during the event as any 
other team member, with no preferential 
treatment bar the acknowledgement 
of domain expertise. This is to foster a 
balanced and equal group. It is up to the 
participants to self-organise and choose the 
directions they wish to explore.

 – Based on the above, please be sure not 
to direct/manage the group under any 
circumstances. Instead, join as another 
member of the team, provide domain 
knowledge and if you want to learn more 
about the techniques, get involved in the 
exploration (see ‘Get your hands dirty’, 
below). 

 – If there is a power vacuum within the group, 
do not fill it. Groups are self-organising 
and leading. This is part of the participant 
experience (so be supportive of the 
facilitator or any participants who are trying 
to fill this role).

Depending on your coding skills, joining the 
group and mucking in with the challenge is an 
invaluable learning experience. If you are not 
the coding sort, then we highly recommend 
that if you have a data scientist in your team 
you send them to join in. Not only will they 
be exposed to new techniques and ideas 
from the participants, but they will also act 

as the domain knowledge expert for the 
challenge and can answer all the questions 
about the data from participants. And then 
when the event is over, they will return to your 
organisation with this knowledge. We want to 
encourage diversity and diversity of thought 
in our events so please bear this in mind when 
you select members of your team to join.

Get your hands dirty

Throughout the event you may wish to invite 
other members of your organisation to see 
the progress being made or to support the 
group with additional experts. We welcome 
your colleagues but do request that you inform 
the DSG team at least two weeks before the 
event about who will attend and when. Guests 
who are not part of your organisation will be 
required to return a signed NDA from their 
organisation prior to the event. To minimise 
disruption to the groups, we will plan these 
visits into the individual groups’ schedules. 

From our experience, Wednesday before lunch 
is the optimal time to visit. It is far enough into 
the challenge to give you and your colleagues 
a meaningful update, but still enough time to 
factor in any comments your team may have.

However, it is imperative that you/they do not 
tell the participants what to do. The participants 
are not employees and have volunteered their 
time to participate in the DSG. The challenge 
description is their guide, but participants are 
free to investigate what they choose, within the 
bounds of this framework. This is where the 
serendipity happens. 

Additional guests
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Code of conduct
A condition for all our participants in joining 
the event is that they adhere to the DSG code 
of conduct. This extends to all representatives 
from your organisation who attend the event. 

 – Be respectful to others. Do not engage 
in homophobic, racist, transphobic, ageist, 
ableist, sexist, or otherwise exclusionary 
behaviour.

 – Use welcoming and inclusive language. 
Exclusionary comments or jokes, threats or 
violent language are not acceptable. Do not 
address others in an angry, intimidating, or 
demeaning manner. Be considerate of the 
ways the words you choose may impact 
others. Be patient and respectful of the fact 
that English is a second (or third or fourth!) 
language for some participants.

 – Do not harass people. Harassment 
includes unwanted physical contact, sexual 
attention, or repeated social contact. Know 
that consent is explicit, conscious and 
continuous – not implied. If you are unsure 
whether your behaviour towards another 
person is welcome, ask them. If someone 
tells you to stop, do so.

 – Respect the privacy and safety of others. 
Do not take photographs of others without 
their permission. Note that posting (or 
threatening to post) personally identifying 
information of others without their consent 
(‘doxing’) is a form of harassment.

 – Be considerate of others’ participation. 
Everyone should have an opportunity 
to be heard. In update sessions, please 
keep comments succinct so as to allow 
maximum engagement by all participants. 
Do not interrupt others on the basis of 
disagreement; hold such comments until 
they have finished speaking.

 – Don’t be a bystander. If you see something 
inappropriate happening, speak up. If you 
don’t feel comfortable intervening but feel 
someone should, please feel free to ask a 
member of the code of conduct response 
team for support.

 – As a general rule, please be intentional in 
your actions and humble in your mistakes.

Follow-on collaboration 
It is important to be aware that as well as 
training the next generation of data scientists, 
the DSG serves to kick-start research 
collaborations between the Turing, its partner 
universities, and industry, government and third 
sector. It is our aim that we try to continue as 
many of the projects that we have started at 
the DSG in some form of follow-on work. This 
could be from writing a paper to extending 
the research, working closely with the CO 

continuing to investigate the results from the 
DSG more closely, to forming longer term 
partnerships. While working with the DSG PI in 
the preparation of the challenges, this will be 
one of the things that they will consider – how 
this work will lead on to something bigger.  

DSGs have been a great launchpad for follow-
on research in the past – browse a selection 
of related research and case studies that 
have in some way come out of a DSG.  

mailto:datastudygroup%40turing.ac.uk?subject=
mailto:datastudygroup%40turing.ac.uk?subject=
https://www.turing.ac.uk/collaborate-turing/data-study-groups/get-involved-challenge-owner#related-research
https://www.turing.ac.uk/collaborate-turing/data-study-groups/get-involved-challenge-owner#related-research
https://www.turing.ac.uk/collaborate-turing/data-study-groups/get-involved-challenge-owner#case-studies
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Roles and responsibilities 
Preparing for the DSG

Role PI CO DSG team

Writes short description of project X X

Advises on data suitability / readiness X

Prepares data X

Writes long description of project X X

Completes data sensitivity assessment for data ingress X X

Completes ethics approval application X

Provides information for ethics approval X

Advises on framework of challenge X

Transfers data to the Turing X

Provides guidance and documentation on challenge curation 
process X

Records / presents challenge to participants X (We can help 
record)

Reviews all content before publication X X

Organises participant recruitment X

Organises DSG event X

Attends PI training sessions X

Role Participant Facilitator PI CO DSG team

Chooses which project they 
want to work on X

Joins challenge Q&A sessions X X X X X

Organises and delivers training 
sessions X

Works on challenge during the 
event X X X X

Presents findings at  
presentation sessions X X

Contributes to authorship of the 
report during the event X X (X)* (X)*

Advises on prioritisation of 
needs X X

Advises on content and quality 
of report X

Answers questions on challenge 
/ data / domain specificities X X

Answers questions on the event 
/ event management X

Administrative support X

Personal support X

Group organiser X

Decides route / way of exploring 
challenge X (X)† (X)†

Acts as communication channel 
between groups and DSG team X

Logs attendance X

Ensures all work is documented 
and saved X X

During the DSG 

*In the case that they are actively participating in the 
exploration of the data, and coding prototypes during the 
event week.

† In the case of the group dithering on identifying 
potential directions for exploration.
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DSG follow-on 

Role PI CO DSG team

Completes data and outputs sensitivity assessment for data 
egress X

Finalises report X

Organises report review X

Amends report based on reviewers’ comments X

Reviews and approves final report X

Obtains participant consent for report publication X

Publishes DSG final report X

Organises follow-on work / projects X

FAQs
When is the DSG?

DSG is held around three times a year at the 
Turing offices in London (or online).  

How many challenges feature in an event?

A DSG event usually hosts around 5 – 6 
challenges. 

How is the DSG week structured?

In-person 

Day 1: Challenges are presented by COs in 
the morning, participants self-select which 
challenge they want to participate in after 
lunch, then begin to brainstorm.

Days 2 – 4: Brainstorming, modelling and 
problem solving.

Day 5: Progress and recommended routes 
forward are presented.

Online 

Week 1: Part time commitment of workshops 
and Q&A sessions with COs to prepare 
participants for remote collaboration and to 
inform challenge selection. 

Weeks 2 – 3: Groups form and commence 
brainstorming, modelling and problem solving, 
presenting findings at the end of the event. 

Is the DSG a cheap consultant?

No. Whilst the CO dictates the scope of the 
challenge, it is up to the DSG PI to shape the 
challenge into an interesting research question. 
The resultant question should provide a 
framework for the participants to explore 
during the week. Participants are offered the 
freedom to investigate the data as they wish 
and use the challenge description as a guide. 
What is more, the report findings and code will 
be published on the Turing website, available 
for all to share and learn from. 

What about intellectual property rights?

Any intellectual property (IP) arising from the 
DSG will be owned by the Turing. All of the CO’s 
background IP, and that of our researchers, 
remains with the inventor. For 3.5 days of work, 
we do not expect any patents to be registered. 
Remember, all results will be published, and 
any code developed will be made available 
under permissive open source license. 

What is a facilitator?

A facilitator is chosen from the pool of 
applicants. Their job is to manage the group, 
specifically people dynamics. They will not 
be heavily involved in the data analysis but 
will have had a preview of the dataset before 
the event week to help support the other 
participants with familiarising themselves with 
the data. 

How are participants selected?

Applicants apply directly online via the 
Turing website. The opportunity is circulated 
around the Turing network, to our university 
partners and further afield through external 
communications encouraging scientists/
researchers to apply. 

All applications are reviewed by at least two 
members of an experienced selection team 
and scored on factors such as technical and 
collaborative ability.  

Will the Turing organise our travel and 
accommodation to join the DSG (in-person 
event only)?

No, travel and accommodation will not be 
arranged or covered by The Alan Turing 
Institute. However, you are welcome to join 
the lunches and dinners we host for all the 
participants – just please let us know up to two 
weeks before the event kicks off so that we can 
cater for the additional numbers
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We want to do a DSG, but we're worried 
that our competitor will read the report and 
steal our IP. Do you really need to publish the 
report?

Yes, we really do need to publish the report. 
You will have the opportunity to review it prior 
to publication to catch any sensitivities related 
to your background IP and data. We don't 
usually publish datasets, but if we do, this will 
never happen without your explicit permission.

View past report examples.

Annex 1 – DSG challenge selection 
criteria 
The DSG is a unique offering which may 
not suit the needs of every organisation. In 
order to assist COs, this document is a broad 
overview of the many considerations the DSG 
team factor in when selecting challenges. 
This is broken down into three categories: the 
challenge, data and impact.

 
 

If you are in red stage for any of the following 
sections, your challenge is likely unsuitable 
for the DSGs. We advise meeting yellow stage 
requirements at minimum before submitting 
your proposal, with a clear plan for achieving 
blue and green criteria. 

If your organisation and project meet the blue 
or green criteria then the project likely has the 
potential to make a great DSG challenge. 

Challenge
 
The overall challenge is assessed by looking at 
project quality and organisation readiness.  

Project quality 

The problem should be challenging yet 
progress needs to be possible within the 
context of a DSG. It must be well-specified 
enough to give participants a good start with 
low-hanging fruit, leading into more exploratory 
or less well-defined questions that may be 
more difficult. A good rule of thumb is to have 
one or two simple off-the-shelf approaches in 
mind that might yield results.

Undefined and vague challenges are not 
suitable for a DSG, as the time frame of the 
event is not enough to complete meaningful 
research in general areas.

The challenge scope is instead set up for 
compact exploration. However, a long-term 
view should also be considered as to what kind 
of follow-on work may come out of the DSG 
challenge.

The focus should be on analytics and AI, rather 
than on rote tasks such as data munging, data 
curation, or data scraping.

The challenge must be appealing to 
participants, whether that's due to real-world 
impact, the potential for a long-term project, 
uniqueness or the 'right' level of data scientific 
challenge. 

Organisational readiness 

No project will succeed without a fully invested 
project partner.  We need COs to provide 
insight into the problem and to drive the 
project.  

It should be evident that organisations 
are committed to the challenge topic, 
demonstrating previous consideration and 
light-touch investigation in the area.  

The DSG team is looking for organisations that 
will be able to invest time into the process. 
COs must be heavily involved in preparing the 
challenge (alongside the DSG PI), presenting 
the challenge to participants as well as 
embedding in the group during the event itself. 
The more hands-on the organisation can be, 
the more it will take home from the activity.  
This level of engagement usually requires 
an individual within the partner organisation 
to dedicate a couple of hours a week in the 
months running up to the event, and a near 
full time commitment during the event. We 
recommend having one technical contact with 
primary responsibility.

https://www.turing.ac.uk/collaborate-turing/data-study-groups#reports
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Challenge difficulty Challenge problem field has a widely known 
existing solution

Challenge area has several applicable off-
the-shelf solutions with no further room for 
exploration

Challenge provides space for avenues of 
exploration

Challenge area is novel or has novel elements 
which have rarely been explored. A solution is 
expected possible but not proven

Challenge definition Question has single focus with no framework 
for avenues of exploration. Or, challenge is 
generalised and undefined, lacking concrete 
questions or sub-topic

Overall question defined, which with some 
work could be transformed into a framework 
of investigation

Defined questions that leave space for 
exploration without restricting lines of 
enquiry to specified methods

Multiple defined questions specific enough for 
meaningful empirical investigation

Challenge scope Either too broad for a DSG, or too narrow with 
unlikely potential for any follow-up

Broad question could be tailored into DSG-
appropriate sub-questions and/or broadened 
to have potential for follow-up

DSG-appropriate sub-questions with 
concrete potential for medium-term follow-up

DSG-appropriate sub-questions with concrete 
potential for medium-term and long-term 
follow up that are aligned with Turing / host 
strategy

Challenge focus Challenge focus on data munging / cleaning 
/ scraping

Likely to be a mix of data engineering and 
data analytics, with uncertainty on how much 
of each

Mostly data analytics, with limited data 
engineering

Focus on data analytics, requiring 
experimentations

Resource commitment Organisation unable to commit any time to 
prepare the project

Organisation able to commit time here and 
there but not on a regular basis

Organisation able to commit the time of a 
technical member of the team familiar with 
the challenge to a few hours a week on a 
regular basis

Organisation concretely able to commit a few 
hours a week of a single point of contact, who 
is also a technical member of their team, to 
prepare the project, including meetings when 
necessary

Demonstrable 
importance to 
organisation

Organisation has done no prior investigation 
of the question; the question was formulated 
purely for DSG purposes

Organisation has initial plans for how to 
address the challenge internally

Organisation has initiated some investigation 
into challenge area

Organisation has attempted several 
investigations into the project area as it has 
genuine importance to the organisation

Challenge assessment matrix 
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Data
 
Data is assessed by looking at data readiness 
and data quality.  

Data readiness

Organisations must either provide their own 
datasets or have the right to use ones that they 
suggest bringing in.  

Data should already be collated or there should 
be a clear path to collating the necessary data. 
If the data does not yet exist and there is no 
clear and concrete plan in place to collect and  
 

collate the data then the challenge is extremely 
risky. The challenge should be rejected and the 
CO will be asked to resubmit their challenge 
once they have data or a plan to obtain the 
necessary data.

Organisations must be able to share a subset 
of the data at the time of initial application, or 
a detailed description and/or data dictionary. 
By the time of the event the full dataset must 
be ready for analysis. If this is not achievable, 
the CO is not ready to engage with the DSG 
offering.

Participants should spend the week on 
interesting analysis rather than data cleaning.

Data readiness Data has not yet been collected and there is 
no methodology in place for doing so

Some data has been collected, with firm 
methodology in place for obtaining more

The data is collected and in workable 
condition, with some merging and unifying 
needed to be event-ready

Data is collated, clean, with no missing gaps. 
The data is completed with full data dictionary 
and anonymised if necessary

Data appropriateness Data is unrelated to the challenge question Data is somewhat related to the challenge 
question, but requires more work to be fit for 
purpose

Data is appropriate for the challenge 
question, but can be notably enhanced with 
data that the company could provide

Data is highly appropriate and relevant to the 
challenge question

Data quantity Data consists of just a few subjects or points, 
in single or few tables

Multiple tables with one central table, only 
one-to-many relations

Unstructured data / data lakes Unstructured data / data lakes curated 
to contain only necessary information so 
that participants are not overwhelmed by 
information

Data sensitivity Data contains highly sensitive information; 
data subjects have not consented to data 
being used

Data known to be sensitive; anonymity 
measures planned

Data has been anonymised, but with low level 
of confidence

Data has been anonymised to high degree of 
certainty (if containing sensitive information); 
data subjects / owners have consented to data 
being used

Data completeness and 
reliability

Many missing observations and unreliable 
data points

Some missing observations and unreliable 
data points; further investigation needed to 
assess whether okay for a DSG

Some missing observations and unreliable 
data points, but likely okay for a DSG

Very few missing observations (if any) and 
overall reliable data

Data assessment matrix 

If the data contains personal or sensitive 
information, this must be GDPR compliant 
and organisations should be prepared to 
anonymise or generalise the dataset. 

Data complexity  

The data proposed must be related to the 
challenge and expected to be sufficient to 
answer the challenge questions.  The dataset(s) 
must be rich enough to provide ample avenues 
for exploration yet avoid overwhelming or 
unnecessary complexity.
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Impact 
 
Impact is assessed by looking at the challenge 
impact scope, learning potential and longevity.  
Moving towards the green stage is desirable 
but not a hard prerequisite for participation in 
the DSG in the way that the challenge and data 
criteria are. This does, however, increase the 
likelihood of a challenge being accepted into 
the DSG.  

Impact scope

Challenges should allow for impact in terms 
of generating tangible positive impact to 
participant learning during the event, to the 
challenge organisations directly and to the 
wider data science community.

 
Participant learning is supported by challenges 
that lend themselves to a multi-disciplinary 
approach in novel areas, in order to maximise 
their potential to explore new areas / methods. 
Topics such as detecting earthquakes or the 
spread of misinformation have large research 
groups working full-time on them already as 
disciplines in their own right, minimising novel 
exploration. Equally, very specialised projects 
don’t lend themselves well to interdisciplinary 
approaches. Non-standard problems (e.g. with 
temporal components, noisy labels, violations 
of standard assumptions) allow participants to 
think out of the box and require them to adapt 
their knowledge.  

Participant learning 
potential – diversity of 
potential approaches

No potential for learning for participants 
by applying approaches

Potential for participants to learn how to 
use a limited number of approaches

Challenge lends itself to a variety of 
approaches, but mostly within the same 
discipline

Challenge lends itself to a variety 
of approaches and interdisciplinary 
perspectives

Participant learning 
potential – novelty of 
potential approaches

No learning potential; many precedents 
for applying the suggested approaches to 
the same or related data

Potential for participants to learn how to 
use off-the-shelf method in a new use 
case

Potential for participants to learn about a 
new methodology in a novel situation

Potential for learning about diverse novel 
methods

CO impact No potential impact on production or no 
infrastructure in place to implement or 
maintain a solution

Potential insights about potential future 
research lines; some ability to implement 
and maintain a solution

Potential extensions to current business 
lines with a plan in place for how this 
would be integrated and maintained

Potential to start a business line on itself 
or to significantly change an existing one 
with a team in place who will own the 
solution

Research impact No potential new insight. Off-the-shelf 
solutions only

Potential to use off-the-shelf solutions for 
new data

Potential to mix off-the-shelf solutions 
with custom approaches that could lead 
to further scientific outputs in the field

Potential to generate entirely new 
methods that would advance the field

Follow-on potential Project is not suitable for continuation of 
research

Potential for follow-up on a specific 
branch of the project

Potential for project to initiate longer 
avenues of research

Project purposely designed as the first 
step of a long-term partnership

Impact assessment matrix 

Projects must also seek to generate tangible 
positive impact to both challenge organisations 
directly (by investigating an operational need 
where findings can be applicable / translatable 
to other contexts) and to the wider data science 
community.

Interdisciplinarity and potential for learning    

Working across disciplines forms part of the 
learning opportunity. The project should have 
an interesting and unique angle so that the data 
science ecosystem is enriched by the project.   
 
 
 

Longevity 

There needs to be a clear path to an output 
from the DSG and then to a larger project 
(this does not necessarily need to be with the 
Turing, and could be within the CO organisation 
itself). We do not want the work of the 
participants to land in a drawer and do nothing.  
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Annex 2 –  Examples of short challenge 
description
Roche – Personalised lung cancer treatment 
modelling using electronic health records 
and genomics

Roche, Foundation Medicine and Flatiron are 
providing a recently collected, systematic 
and representative dataset comprising tens 
of thousands of US lung cancer patients’ 
electronic health records, including detailed 
omics. Participants are invited to investigate 
whether modern data science and AI can 
help predict individual responses to different 
treatments, and how (or whether) these 
predictions can be leveraged for therapy 
recommendations.

Useful skills: generic applied data science, 
predictive/supervised modelling, survival 
modelling, event modelling, electronic health 
records, multi-modal data, omics data, feature 
selection or feature engineering, causal 
inference. 

CRUK Cambridge Institute – Modelling 
interactions driving breast cancer 
development

The Cancer Research UK (CRUK) Cambridge 
Institute is making available a comprehensive 
dataset of gene expression in 400 Estrogen 
Receptor (ER) positive breast cancer cell line 
samples, this includes control experiments and 
perturbations in the form of gene knockdowns. 
In the cell lines considered ER is the main 
driver of breast cancer. Participants are invited 
to explore the role of perturbation targets –
using AI and machine learning tools – in the 
development of breast cancer, this work will 
allow devising of new interventions to halt this 
process. No experience working with biological 
data is required.

Useful skills: Primarily novel network methods 
to analyse the data. No-one is expected (or 
likely) to have experience of all of the following, 
but skills may include: Network inference, 
neural networks, Bayesian networks, graph-

based models, causal models, correlation/
regression-based networks, Boolean 
Implication Networks, Nested Effect Models, 
Linear Effect Models, techniques to validate 
model robustness – e.g. boot-strapping, data 
visualisation. 

WWF – Smart monitoring for conservation 
areas

WWF monitors over 250,000 protected areas, 
thousands of other sites and critical habitats 
(i.e. coral reefs, mangroves). These sites are the 
foundation of our global natural assets and are 
central to the preservation of biodiversity and 
human wellbeing. 

Unfortunately, they face increasing pressures 
from human development. A growing challenge 
for the conservation movement has been to 
consistently and timely identify:

1. Proposed or emerging development within 
key sites. 

2. The stakeholders involved. 

The timely provision of this actionable 
information is vital to enable WWF and the 
conservation community to engage with 
governments, companies, shareholders, 
insurers, etc. to help limit the degradation or 
destruction of key habitats. 

To improve the situation WWF with The Alan 
Turing Institute now looks to develop the 
first near-real-time assessment for key sites, 
starting with a pilot on the flagship protected 
areas, World Heritage sites (i.e. Serengeti 
National Park). 

The challenge will use Google News API and 
different text-data mining techniques to identify 
current and potential infrastructure pressures 
across all 244 natural World Heritage Sites. 
We intend to explore news scrapping, different 
text-data mining techniques, to prioritise 
the most relevant information (i.e. Bayesian 
filters, sentiment analysis) and to extract new 

information to refine and improve targeting. 
This information will be integrated into WWF's 
global GIS mapping platform. 

If successful, WWF plans to scale it to a wider 
group of conservation assets (250,000+) and 
provide open access to the data generated to 
support the conservation community.

Useful skills: Natural language processing 
(NLP), Topic modelling, text classification, deep 
learning, toponym resolution, georeferencing, 
web data extraction. 

SenSat – Semantic and instance 
segmentation of 3D point clouds

Autonomous vehicles require digital maps to 
avoid possible collision and navigate safely; 
smart cities require knowledge of urban 
features to be managed appropriately; and 
digital twins require physical assets to be 
recognised before they can simulate predictive 
models. All those applications require a 
detailed representation and understanding of 
the spatial environment. SenSat captures high 
resolution images via drones with a ground 
sampling distance of ~2.5cm. Those images 
are then transformed into 3D point clouds, 
using techniques such as Structure from 
Motion (SfM).

Point clouds are unstructured and unordered 
data representing the real word with XYZ 
and RGB values. Although visually rich, these 
point clouds have limited spatial context 
associated for algorithms to extract meaningful 
information. In order to extract the spatial 
context, techniques such as point cloud 
segmentation and classification are commonly 
explored. This allows computers to recognise 
the composition of the 3D scene. However, 
the lack of effective semantic and instance 
segmentation techniques is currently acting as 
a blocker in this industry. 

This DSG invites participants to explore point 
cloud segmentation techniques, both semantic 
and instance, in order to recognise objects 
such as roads, buildings, cars, trees, and 
ground in a large 3D urban environment. This 
will enable safer autonomous vehicles on the 
road, automated asset management in urban 
planning, and accurate digital twin simulations.

Useful skills: Computer vision, 3D scene 
understanding, machine learning, CNNs, Keras, 
PyTorch, TensorFlow, tree data structures, data 
science and programming skills with a hunger 
to push current techniques to their limit.
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Annex 3 – Examples of long challenge 
description
Accenture: Fairness in algorithmic decision-
making

Accenture provides end-to-end services in 
strategy, consulting, digital, technology, and 
operations. With expertise across more than 
40 industries and a global presence, we are 
helping business transform into the digital 
world. 

Accenture Applied Intelligence is a practice 
within Accenture’s Digital arm working with 
clients on intelligent technologies and driving 
analytical advancements in industry. As part of 
this, we and our clients see the importance of 
using artificial intelligence in a responsible way. 
We want to help clients use AI to the fullest in a 
confident and responsible manner.

As AI becomes an integral part of business 
processes, we begin to see both the positive 
and negative aspects of this technology. On 
the positive, processes that were previously 
subjective, based on human inputs (e.g. loan 
approvals, claims disputes) can be processed 
in a systematic and data-rich manner. On 
the negative, we realise that the data used 
to train these algorithms, and sometimes 
the algorithms themselves, can result in 
discriminatory applications of the output. As a 
result, many are calling for algorithms to ensure 
fairness.

Transparency in algorithmic decision-making 
is critical to the successful implementation 
of AI, as it enables trust between consumers 
and organisations. Being clear about what the 
definition of ‘fairness’ is, and having a systemic 
way of assessing multiple viable definitions 
of fairness to select for the best outcome, is 
one method of improving transparency. In the 
banking industry, algorithms are being used 
to create more data-driven outcomes, but the 
critical decisions being made require that the 
methods used are designed with care. 

The challenge

In this challenge we wish to examine the 
concept of algorithmic fairness applied in a 
business setting, with a focus on the financial 
services industry. 

In the financial services industry, algorithms 
significantly impact the services customers 
are able to receive, such as credit cards 
or mortgages. We want to help financial 
institutions better understand the concept of 
fairness (as required e.g. by the GDPR) by use 
of a framework and/or a set of metrics. In the 
case that these concepts remain nebulous 
it will be challenging for organisations to 
implement them or consumers to benefit.

We understand and emphasise that fairness 
cannot be exhaustively codified, but the goals 
are pragmatic: how can we help industry 
data scientists think carefully about these 
issues? We aim to use multiple definitions 
of fairness, codify and quantify them for 
the financial services industry, and create 
an understandable rubric. The goal for this 
project is for individuals utilising an algorithm 
for potentially sensitive outcomes to be able 
to illustrate the trade-offs between different 
definitions of fairness and select the best 
definition to suit the algorithmic implications. 
Such work may then be applied to create an 
Algorithmic Impact Assessment, providing 
clarity into decisions. 

The data 

We will be utilising a publicly available dataset 
on credit risk decision-making from the UCI 
Repository. This dataset classifies people 
described by a set of attributes as good or bad 
credit risks. Included in the data are sensitive 
variables, including gender, employment status 
– including type of employment, marital status, 
and residency status (foreign or not). 

Goals of the DSG week 

 – The key aim would be towards creating 
a reusable rubric for measuring fairness 
of algorithmic outputs, highlighting the 
strengths and weaknesses of each. 

 – A starting point for this work is Dr Arvind 
Narayanan’s tutorial at the FATML 
conference, 21 fairness definitions. There 
are a large number of different metrics 
and to the best of our knowledge, no 
comprehensive work has considered these 

jointly. We are looking to implement as many 
of these as possible in order to gain insight 
and intuition into what they capture, how 
they interplay and what the relative merits 
are for each. 

 – We are further interested in any synthesis 
of these existing metrics which may both 
capture ideas of fairness more fairly and 
be more practical for end users. We also 
want to consider a broader question: what 
notable gaps are left from use of these 
metrics? In which contexts are they more 
appropriate, and how context sensitive are 
the remaining problems?

 – Understanding how existing theory might be 
tailored towards different industry sectors. 
We are particularly interested in the financial 
sector, where we will apply the results to a 
banking dataset scoring credit risk. We aim 
to measure the fairness of scoring each 
relevant individual as 'high risk'. Finally, we 
look to create a general, easy to apply list 
of definitions and metrics so data scientists 
and industry SMEs can choose the 
measurement that is the most relevant to 
their data, model, and industrial context.

What we're looking for

We are seeking quantitative scientists as 
well as ethicists and philosophers familiar 
with different definitions of societal and 
individual fairness. We will ask the group to 
consider the social context of the data, be 
creative in the development of metrics, and 
work with Accenture’s subject matter experts 
in Responsible AI and financial services to 
capture industry nuances. If we have additional 
time, we may explore the outcomes of 
multiple algorithms to illustrate how fairness 
measurements may change for different 
algorithmic output across the different fairness 
criteria. 

CRUK Cambridge Institute: Modelling 
interactions driving breast cancer 
development

Background

The Cancer Research UK (CRUK) Cambridge 
Institute aims to bring the scientific strengths 
of Cambridge to bear on practical questions of 
cancer diagnosis, treatment and prevention. 
The Institute focuses specifically on the 
practical application of high-quality basic 

research.  This challenge will focus on one of 
the most common cancers in the UK, breast 
cancer, with around 55,000 women diagnosed 
annually. 

Advancements in biological technologies have 
dramatically increased the amount of data 
available, throwing up many further questions. 
This has been a good opportunity for 
researchers to apply modern machine learning 
and AI techniques to better understand 
cancers and hence develop improved 
therapies. In breast cancers, there have been 
many different subtypes identified, all requiring 
different therapeutic approaches and leading to 
different outcomes for patients.

Challenge details

In this challenge, we wish to investigate novel 
targets for breast cancer that have stopped 
responding to treatment. The treatment should 
be inhibiting cell-growth without the harmful 
effects it could have on cells through its 
interaction with other genes. 

One group of proteins found in cells are 
Estrogen Receptors (ER) they enable the 
cell to respond to the sex-related hormone 
estrogen. Estrogen is a small molecule that is 
able to diffuse into the cell. Cells with the ER 
then respond to the hormone, which enables 
key stages in the development and growth of 
specialised tissue within organs. In particular, 
estrogen, and thereby the estrogen receptor, 
plays a key role in the development of the 
ductal system within the breast tissue of adult 
women. 

Approximately 75% of breast cancers are 
classified as Estrogen Receptor positive (ER+), 
i.e. one of the major drivers of these breast 
cancers is ER. In these cancers, the activity 
of ER is no longer constrained by regulation 
within the cell. Instead, it continuously activates 
genes that drive growth and proliferation of the 
cells that form the tumour. This key role for the 
ER in disease progression has, therefore, made 
the protein a key target for therapeutics.

Most women benefit from these therapies 
that prevent estrogen binding to the ER, with 
approximately 60% of cases responding to 
treatment; however, recurrence occurred for 
around 30% of patients. When the disease 
recurs after treatment the tumour cells appear 
in other parts of the body forming secondary 
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tumours. In these tumours, ER is often still 
active but drives the growth of the tumour 
without dependence on estrogen. As a result, 
ER targeted therapies are ineffective when the 
disease reoccurs.

The evidence to support the choice of the next 
therapy for patients with metastatic ER+ breast 
cancer is currently limited and coincides with a 
sharp reduction in survival. Novel therapeutics 
that can block ER signalling in the metastatic 
setting are therefore a critical unmet medical 
need.

Cofactors of the ER as Novel Therapeutic 
Targets. The ER activates genes by directly 
binding to DNA when stimulated with estrogen. 
On binding to these sites, the receptor is aided 
by many other proteins that bind to DNA with 
the ER called cofactors. It is through these 
interactions that the ER is able to facilitate the 
transcription of the gene DNA sequence into 
RNA, which in turn is converted into protein. 
The proteins produced in response to the 
ER activation carry out the functions that 
cause the cells to grow and divide. Without 
the coordination of these cofactors, efficient 
transcription of target genes cannot occur and 
tumour growth is prevented.

The strategy of identifying cofactors that alter 
ER activity has proven successful in identifying 
the pioneer factor FOXA1, a co-factor that 
binds to DNA ahead of the ER binding, as 
a key opportunity for future interventions. 
Additionally, because cofactors target a 
more specific set of the ER target genes, they 
provide the opportunity for a more precise 
therapeutic response by enabling us to prevent 
the activation of genes related to cell growth  
without altering other genes unrelated to 
cancer progression.

Challenge data

For this challenge we will look at RNA-
sequencing data which measure the 
abundance of transcribed genes (gene 
expression). The experiments are performed on 
two breast cancer cell lines. Twenty different 
perturbations are introduced in the form of 
knockdown of genes, the genes selected are 
ones for the cofactors  that interact with ER. 
This perturbation is performed using two 
different molecules and replicated 5 times. 
Including control experiment in total there 
are 400 samples. This data will be provided 
with a few different transformations and 
normalisations. Additionally some useful 
supplementary data will be published.

Challenge goals

 – The aim is to build a model that 
characterises how the activation of the ER 
is regulated by cofactors (the perturbation 
targets) to give an output gene expression. 
The extent of the data lends itself to 
advanced machine learning and AI tools to 
investigate the question.

 – A starting point is to look at a single 
perturbation experiment and test for 
off-target effects, differences between 
biological replicates and the different 
shRNAs for knockdown to understand 
what changes are introduced with a single 
perturbation.

 – Following this initial step it will be possible 
to select targets that minimise the activation 
of genes related to cell growth but with 
minimal effect on other genes.

Annex 4 – The Turing's data safe haven, 
sensitivity tiers and assessment 
For information on our bespoke secure 
environment, the data safe haven:

Visit the data safe haven project page.

One-page overview: Poster with overview 
of our data classification approach, security 
measures, data management and technical 
architecture. This is the best one-page high-
level overview of our systems and process.

Overview presentation: Slides from our 
standard presentation about the data safe 
haven, giving a more in-depth overview.

Overview video: An extended version of our 
overview presentation that also demonstrates 
our data classification web application and how 
to use the environment as a researcher.

Design choices: Our preprint 'Design choices 
for productive, secure, data-intensive research 
at scale in the cloud', outlining our policies, 
processes and design decisions for the data 
safe haven.

Tier 4 Very sensitive personal, commercial 
or government data

Access only from known dedicated 
secure rooms and stricter package 
whitelist

Tier 3 Personal data with weak or no 
pseudonymisation, or more sensitive 
commercial or government data

Access only from known physical 
spaces and access only via managed 
devices, and whitelisted packages

Tier 2 Most commercially sensitive data 
and strongly pseudonymised 
personal data

Access only from known networks, 
remote desktop only, no outbound 
internet, no copy/paste, full package 
mirrors

Tier 1 Data with very low consequences for 
disclosure

No data safe haven required, 
outbound internet okay, access from 
internet okay, still requires good 
standard security practices

Tier 0 Open data No data safe haven required, 
outbound internet okay, access from 
internet okay, still requires good 
standard security packages

https://www.turing.ac.uk/research/research-projects/data-safe-havens-cloud
https://figshare.com/articles/Data_Safe_Havens_in_the_Cloud/11815224
https://figshare.com/articles/Safe_Havens_in_the_Cloud_Talk_from_UKRI_Cloud_Workshop_03_March_2020/11923644
https://www.youtube.com/watch?v=uAGhnAnxtvo&feature=youtu.be
https://arxiv.org/abs/1908.08737
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How to assess the tier of the projects

Start Is that personal data 
pseudonymised?



Annex 5 – Challenge proposal form

Your organisation:

Contact point (technical):

Contact point (commercial/contractual):

Date/version number:

This document serves as the start of preparation for your successful DSG experience. This document 
will be iterated upon throughout the process so try to complete to the best of your knowledge at this 
time. 

If you haven’t already discussed participation in the DSG with us, please contact us for an initial 
discussion. Not all challenges are suitable for the DSG, but there are multiple ways to engage 
with us based on your needs.

At the briefing we will discuss:

 – Crafting challenges for scientific investigation
 – 1 to 1 session with one of our science leads. This challenge proposal form is vital, so we can 

pair you with a relevant academic and begin tailoring your challenge for the DSG.

 – Data governance, IP and access
 – A group discussion with our technical team. Knowing your data considerations will help us give 

you the most pertinent information. 

 – Impact – for your organisation and the greater good
 – Why the participants are the heart of the DSG.

 – Why we publish the final reports and how this not only benefits your organisation.

1. The challenge

a) Describe the challenge you would like to solve.

 – Please include any background information, and why solving this challenge will help your 
organisation.

 – Why is the solution to the challenge not obvious?  Can you identify the main difficulties or 
approaches that have been considered/tried before?

 – What is your scientific basis for believing the science challenge can be solved? You might want 
to include the available data and possible methods, and why they seem relevant.

b) Can you formulate your challenge into 2 or 3 questions?

 – In principle, to be answered quite simply (Yes, no, a number, etc.)
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c) If there are any issues listed above, in (b), that are not present in the data described in (a), 
please flag this here and explain why.

d) Do you foresee any issues with the mechanisms for data access for DSG researchers? 

 – Datasets for DSG are to be hosted by the Turing. They will be reviewed for data cleanliness by 
our software engineers and will be accessible on site by the participants during the event.

2. Dataset

a) What data can you make available to challenge participants? 

 – Detail per dataset: data inventory, size, variable descriptions, description of data collection 
mechanism, level of data sensitivity/confidentiality, etc.

b) What are the most frequent data quality issues in the data, based on your previous 
experience? 

 – If you have never looked at data like this before, please state that.

e) Who in your organisation can approve sharing of this data? 

 – Please list name(s), contact details and position.
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c) What is the anticipated scope for internal follow-up on this work within your organisation?3. Impact

a) Assuming a solid, state-of-art solution to the science challenge, what is the least possible 
business/operational and societal impact? 

 – e.g. what would be the minimal achievement of a successful challenge?

Business/operational:

Societal:

b) Assuming a solid, state-of-art solution to the science challenge, what is the best possible 
business/operational and societal impact? 

 – e.g. what would be the maximal achievement of a successful challenge?

Business/operational:

Societal:

d) What is the anticipated scope for collaborative follow-up, together with the Turing?

–Form ends–
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